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The Poisson PMF

◮ The probability mass function:

p(X = x|λ) =
(λ)xe−λ

x!
, x = 0, 1, 2, . . . , λ > 0

where λ is the intensity function.

◮ This is the probability that exactly x arrivals occur.

◮ λ is both the mean and variance of this PMF.
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Poisson Assumptions

◮ Infinitesimal Interval. The probability of an arrival in the interval: (t : δt) equals λδt+ ◦(δt)
where λ is the intensity parameter discussed above and ◦(δt) is a time interval with the property:

limδt→0
◦(δt)
δt = 0. In other words, as the interval δt reduces in size towards zero, ◦(δt) is negligible

compared to δt. This assumption is required to establish that λ adequately describes the intensity

or expectation of arrivals. Typically there is no problem meeting this assumption provided that

the time measure is adequately granular with respect to arrival rates.

◮ Non-Simultaneity of Events. The probability of more than one arrival in the interval: (t : δt)

equals ◦(δt). Since ◦(δt) is negligible with respect to λδt for sufficiently small λδt, the probability

of simultaneous arrivals approaches zero in the limit.

◮ I.I.D. Arrivals. The number of arrivals in any two consecutive or non-consecutive intervals are

independent and identically distributed. More specifically, P (X = x) ∈ (Tj : Tj+1) does not

depend on P (X = x ∈ (Tk : Tk+1) for any j 6= k.
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Poisson Features

◮ The “intensity parameter” (λ) is both the mean and variance.

◮ The intensity parameter is tied to a time interval, and rescaling time rescales the intensity param-

eter.

◮ Sums of independent Poisson random variables are themselves Poisson.

◮ We can also specifically model time by including it in the intensity parameter: λt.

◮ Poisson assumption is that there is no upper limit; if there is one use a binomial PMF.

◮ If λ = np as n → ∞, then the Poisson is a good approximation for the binomial.

◮ If n is small, then logit(p) ≈ log(p), so the logit model is close to the Poisson model.

◮ If counts are bins, use the multinomial PMF.
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Marital Fertility Data

◮ Look at the number of births greater than one per married woman in Skellefte̊a during the 19th

Century:

library(eha)

data(fert)

f0 <- fert[fert$event == 1,]

kids <- tapply(f0$id,f0$id, length) - 1

kids.vec <- c(mean(kids),var(kids))

postscript("Class.Survival/Images/poisson.ps")

par(mar=c(3,3,3,1),col.axis="white",

col.lab="white", col.sub="white",col="white",bg="slategray")

bars <- barplot(table(kids)/sum(kids),space=0,angle=45,col="grey70",

density=20,ylim=c(0,0.03))

bars <- bars -0.5

lines(bars,dpois(bars, lambda=kids.vec[1])/var(kids),col="red")

text(10,0.028,paste("Mean:",round(kids.vec[1],3)),col="gold2",pos=4)

text(10,0.025,paste("Variance:",round(kids.vec[2],3)),col="gold2",pos=4)

dev.off()
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Distribution of Births Past First (Figure 4.2 in Broström)
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Assessing Poisson Fit

◮ First, with mean 4.549 and variance 8.587 we know there is an issue.

◮ Graphing a Poisson with this mean does not look like the histogram of births past first:

postscript("poisson.4.5.ps")

x <- rpois(12169, 4.549)

par(mar=c(3,3,3,1),col.axis="white",

col.lab="white",

col.sub="white",

col="white",bg="slategray")

hist(x,angle=45,col="grey70",

main="Histogram of

Poisson(4.549)")

dev.off()

Histogram of Poisson(4.549)
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Over/Under Dispersion

◮ For Poisson models the mean and the variance of a single random variable are assumed to be the

same.

◮ For the likelihood function as a statistic, the variance is scaled by n.

◮ Overdispersion, Var(Y ) > E(Y ), is relatively common, whereas underdispersion, Var(Y ) < E(Y )

is rare.

◮ Biggest effect is to make the standard errors wrong.

◮ One diagnostic: plot µ̂ versus (y − µ̂)2.

◮ Solution: make µ a random variable rather than a fixed constant to be estimated, with a gamma

distribution: G[µα, α]. So

E[Y ] = µ Var[Y ] =
µ

φ

◮ This is called the “Poisson-Gamma” model and it means that Y is distributed negative binomial.
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Connection to Cox Regression

◮ Consider the contrived survival data:

dat <- data.frame(enter = rep(0,4), exit = 1:4,

event = rep(1,4), x = c(0,1,0,1))

dat

enter exit event x

1 0 1 1 0

2 0 2 1 1

3 0 3 1 0

4 0 4 1 1

◮ Now relate the explanatory variable x to the four survival times with Cox model:

library(eha,survival)

fit1 <- coxreg(Surv(enter,exit,event) ~ x, data = dat)
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Connection to Cox Regression

◮ Look at the fit:

fit1

Covariate Mean Coef Rel.Risk S.E. Wald p

x 0.600 -0.941 0.390 1.240 0.448

Events 4

Total time at risk 10

Max. log. likelihood -2.87

LR test statistic 0.62

Degrees of freedom 1

Overall p-value 0.43248
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Connection to Cox Regression

◮ And the hazards:

fit1$hazards

$‘1‘

[,1] [,2]

[1,] 1 0.2246892

[2,] 2 0.3508641

[3,] 3 0.4493785

[4,] 4 1.6004852

attr(,"class")

[1] "hazdata"

◮ This is a list with one component per stratum with only one stratum here.

◮ A stratum consists of a column of failure times, and a column of hazard atoms.
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Hazard Atoms

◮ First define the risk set at duration t as R(t) = the set of all cases still alive just prior to time t.

◮ This definition accounts for cases that have have an event at t or are right censored at exactly

time t.

◮ The Broström book’s selected risk sets are:

R(1) = {1, 2, 3, 4, 5}

R(4) = {1, 3}

R(6) = {3}

◮ Assuming the probability of an event when none happened is zero, count events and divide by the

size of the risk set gives the hazard atoms:

ĥ(1) =
1

5
= 0.2

ĥ(4) =
1

2
= 0.5

ĥ(6) =
1

1
= 1.0

since 1 failed in each of these selecte periods.
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Cumulative Estimators

◮ Hazard items are not very revealing without some form of smoothing (kernel smoothers, etc).

◮ Denote h(s) as the hazard atom at time s, with estimate ĥ(s).

◮ The Nelson-Aalen estimator is:

Ĥ(t) =
∑

s≤t

ĥ(s), t ≥ 0

which gives a upward stairstep diagram (Broström Figure 2.8).

◮ The Kaplan-Meier estimator is:

Ŝ(t) =
∏

s<t

(1− ĥ(s)), t ≥ 0

which gives a downward stairstep diagram (Broström Figure 2.9).
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Connection to Cox Regression

◮ Now use toBinary to transforms a survival data frame into a data frame suitable for binary

regression by giving more information at each risk time:

datB <- toBinary(dat)

datB

event riskset risktime x orig.row

1 1 1 1 0 1

2 0 1 1 1 2

3 0 1 1 0 3

4 0 1 1 1 4

2.1 1 2 2 1 2

3.1 0 2 2 0 3

4.1 0 2 2 1 4

3.2 1 3 3 0 3

4.2 0 3 3 1 4

4.3 1 4 4 1 4

◮ riskset identifies the set of cases at risk for the unique failure identified by the event column

for that group.

◮ Columns three and four are the same because this is such a simple example.
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Connection to Cox Regression

◮ The idea is to run a Poisson GLM with riskset as a clustering (factor) variable:

fit2 <- glmmboot(event ~ x, cluster=riskset, family=poisson, data=datB)

summary(fit2)

coef se(coef) z Pr(>|z|)

x -0.9406 1.24 -0.7584 0.448

Residual deviance: 5.74 on 5 degrees of freedom AIC: 15.74

where Broström states that his glmmboot function is required due to the large number of levels

(presumably factors).

◮ Description: “Fits grouped GLMs with fixed group effects. The significance of the grouping is

tested by simulation, with a bootstrap approach.”
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Connection to Cox Regression

◮ We get more information from adding riskset to the explanatory variables as a factor:

fit3 <- glm(event ~ x + riskset, family=poisson, data=datB)

summary(fit3)

Coefficients:

Estimate Std. Error z value Pr(>|z|)

(Intercept) -1.0227 1.0589 -0.966 0.334

x -0.9406 1.2402 -0.758 0.448

riskset2 0.4457 1.4277 0.312 0.755

riskset3 0.6931 1.4142 0.490 0.624

riskset4 1.9633 1.6720 1.174 0.240

(Dispersion parameter for poisson family taken to be 1)

Null deviance: 7.3303 on 9 degrees of freedom

Residual deviance: 5.7400 on 5 degrees of freedom

AIC: 23.74
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Connection to Cox Regression

◮ From fit2 the frailty estimates are

fit2$frail

[1] -1.0227302 -0.5770495 -0.3295830 0.9406136

exp(fit2$frail)

[1] 0.3596118 0.5615528 0.7192236 2.5615528

which are the group specific baseline hazard atoms.
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Connection to Cox Regression

◮ However, from the Cox regression we get the baseline hazards as:

fit1$hazards

$‘1‘

[,1] [,2]

[1,] 1 0.2246892

[2,] 2 0.3508641

[3,] 3 0.4493785

[4,] 4 1.6004852

attr(,"class")

[1] "hazdata"



Survival Models Class [18]

Connection to Cox Regression

◮ These are different because coxreg estimates the baseline hazards at the mean of the explanatory

variable (x̄ = 0.5), so:

datB$x <- datB$x - fit$means

fit4 <- glmmboot(event ~ x, cluster=riskset, family=poisson, data=datB)

exp(fit4$frail)

[1] 0.2246892 0.3508641 0.4493785 1.6004852

◮ The connection exists because the Poisson model is “counting” only 0 or 1 events.
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Tabular Lifetime Data

◮ Mortality in ages 61-80, Sweden 2007:

data(swe07)

cbind(swe07[1:20,],swe07[21:40,])

pop deaths sex age log.pop pop deaths sex age log.pop

1 63483 286 female 61 11.059 63257 445 male 61 11.055

2 63770 309 female 62 11.063 63758 457 male 62 11.063

3 64182 317 female 63 11.069 64522 552 male 63 11.075

4 63097 366 female 64 11.052 63785 606 male 64 11.063

5 61671 387 female 65 11.030 62464 645 male 65 11.042

6 57793 419 female 66 10.965 57661 665 male 66 10.962

7 52357 451 female 67 10.866 52790 669 male 67 10.874

8 46490 402 female 68 10.747 45798 596 male 68 10.732

9 44136 445 female 69 10.695 43215 690 male 69 10.674

10 44458 436 female 70 10.702 42631 697 male 70 10.660

11 42548 488 female 71 10.658 40063 715 male 71 10.598

12 40310 488 female 72 10.604 37397 758 male 72 10.529

13 39174 535 female 73 10.576 35379 773 male 73 10.474

14 36747 599 female 74 10.512 33295 828 male 74 10.413

15 35904 624 female 75 10.489 31074 884 male 75 10.344

16 34836 659 female 76 10.458 29718 904 male 76 10.300

17 35716 796 female 77 10.483 29722 1062 male 77 10.300

18 35157 906 female 78 10.468 28296 1112 male 78 10.250

19 35258 998 female 79 10.470 27550 1219 male 79 10.224

20 33415 1075 female 80 10.417 25448 1365 male 80 10.144
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Poisson Survival Model

◮ The outcome variable is Dij: the number of deaths for age i and sex j, where i = 61, . . . , 80,

j = 0 denotes female, and j = 1 denotes male.

◮ Correspondingly, Pij is the population size.

◮ And λij is the corresponding mortality.

◮ This gives the model:

Dij ∼ P(λij, Pij), i = 61, . . . , 80; j = 0, 1.

◮ Estimated by:

swe07$age <- factor(swe07$age)

swe.fit1 <- glm(deaths ~ sex + age, family=poisson, data=swe07)

summary(swe.fit1)

Deviance Residuals:

Min 1Q Median 3Q Max

-2.3343 -0.9504 0.0059 0.9115 2.7148
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Coefficients:

Estimate Std. Error z value Pr(>|z|)

(Intercept) 5.7091 0.0377 151.43 < 2e-16

sexmale 0.3533 0.0124 28.38 < 2e-16

age62 0.0468 0.0517 0.90 0.36572

age63 0.1729 0.0502 3.45 0.00057

age64 0.2849 0.0490 5.82 5.9e-09

age65 0.3448 0.0483 7.13 9.8e-13

age66 0.3940 0.0479 8.23 < 2e-16

age67 0.4267 0.0475 8.97 < 2e-16

age68 0.3113 0.0487 6.40 1.6e-10

age69 0.4400 0.0474 9.28 < 2e-16

age70 0.4382 0.0474 9.24 < 2e-16

age71 0.4982 0.0469 10.62 < 2e-16

age72 0.5333 0.0466 11.45 < 2e-16

age73 0.5818 0.0462 12.60 < 2e-16

age74 0.6689 0.0455 14.71 < 2e-16

age75 0.7241 0.0451 16.07 < 2e-16

age76 0.7599 0.0448 16.96 < 2e-16

age77 0.9328 0.0437 21.37 < 2e-16

age78 1.0154 0.0432 23.52 < 2e-16
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age79 1.1095 0.0427 26.01 < 2e-16

age80 1.2053 0.0422 28.59 < 2e-16

(Dispersion parameter for poisson family taken to be 1)

Null deviance: 3900.77 on 39 degrees of freedom

Residual deviance: 67.71 on 19 degrees of freedom

AIC: 440.3

swe.fit1$fitted.values

1 2 3 4 5 6 7 8 9

301.591 316.031 358.526 401.021 425.776 447.229 462.082 411.748 468.271

10 11 12 13 14 15 16 17 18

467.445 496.326 514.066 539.646 588.742 622.160 644.852 766.561 832.573

19 20 21 22 23 24 25 26 27

914.675 1006.679 429.409 449.969 510.474 570.979 606.224 636.771 657.918

28 29 30 31 32 33 34 35 36

586.252 666.729 665.555 706.674 731.934 768.354 838.258 885.840 918.148

37 38 39 40

1091.439 1185.427 1302.325 1433.321
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Using an Offset

◮ We just modeled these as counts independent of the amount of exposure.

◮ But the deaths are actually out of a number of cases exposed.

◮ This is called a rate model in the count literature: events per unit of exposed.

◮ Thus we want to put exposure on the RHS of the model, being careful about logs:

log

(

E[Y |β,X]

exposure

)

= Xβ

log(E[Y |β,X])− log(exposure) = Xβ

log(E[Y |β,X]) = Xβ + log(exposure)

which justifies putting a log-constant on the RHS to reflect the number exposed in each case.

◮ In R this is done with the offset() specification.
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Using an Offset

◮ Modifying the model above, this means:

swe.fit2 <- glm(deaths ~ sex + age + offset(log.pop), family=poisson, data=swe07)

summary(swe.fit2)

Deviance Residuals:

Min 1Q Median 3Q Max

-0.948 -0.405 0.001 0.325 1.009

Coefficients:

Estimate Std. Error z value Pr(>|z|)

(Intercept) -5.4144 0.0378 -143.36 < 2e-16

sexmale 0.4650 0.0125 37.31 < 2e-16

age62 0.0402 0.0517 0.78 0.4371

age63 0.1565 0.0502 3.12 0.0018

age64 0.2822 0.0490 5.76 8.2e-09

age65 0.3637 0.0483 7.52 5.3e-14

age66 0.4871 0.0479 10.18 < 2e-16

age67 0.6121 0.0475 12.87 < 2e-16

age68 0.6299 0.0487 12.94 < 2e-16
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age69 0.8142 0.0474 17.17 < 2e-16

age70 0.8178 0.0474 17.24 < 2e-16

age71 0.9326 0.0469 19.89 < 2e-16

age72 1.0307 0.0466 22.12 < 2e-16

age73 1.1238 0.0462 24.33 < 2e-16

age74 1.2729 0.0455 27.98 < 2e-16

age75 1.3781 0.0451 30.58 < 2e-16

age76 1.4525 0.0448 32.41 < 2e-16

age77 1.6146 0.0437 36.98 < 2e-16

age78 1.7319 0.0432 40.11 < 2e-16

age79 1.8396 0.0427 43.13 < 2e-16

age80 2.0033 0.0422 47.50 < 2e-16

(Dispersion parameter for poisson family taken to be 1)

Null deviance: 10876.873 on 39 degrees of freedom

Residual deviance: 10.232 on 19 degrees of freedom

AIC: 382.8
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Likelihood Ratio Tests

◮ As we have seen, the easiest way to run likelihood ratio tests for including the two specified

explanatory variables is done by:

drop1(swe.fit2, test="Chisq")

Single term deletions

Model:

deaths ~ sex + age + offset(log.pop)

Df Deviance AIC LRT Pr(>Chi)

<none> 10 383

sex 1 1428 1799 1418 <2e-16

age 19 9765 10099 9754 <2e-16

showing that both variables are important explainers of variation in mortality.

◮ From sexmale 0.4650 0.0125 37.31 < 2e-16 we see that males are reliably more at risk.

◮ The age coefficients increase with increasing age, as expected, and all but age62 are statistically

reliable.
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Using an Interaction Effect

◮ Suppose we are interested in whether the female advantage changes (increases) with age.

◮ This is equivalent asking whether the hazard rate between men and women is constant over age.

◮ So interact these two variables and see if there is a reliable nonlinear effect in addition to the main

effects:

swe.fit3 <- glm(deaths ~ sex * age + offset(log.pop), family=poisson, data=swe07)

drop1(swe.fit3, test="Chisq")

Single term deletions

Model:

deaths ~ sex * age + offset(log.pop)

Df Deviance AIC LRT Pr(>Chi)

<none> 0.00 410.6

sex:age 19 10.23 382.8 10.23 0.947

showing no evidence for concluding non-proportional hazards.

◮ The function drop1 only shows one alternative model because removing either sex or age removes

the context of the other thus making the LRT incomplete (the book is wrong here).
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Plotting the Hazard Functions

◮ Using the non-interaction model, first calculate the expected value for each age for males and

females:

lambda.females <- exp(coef(swe.fit2)[-c(1:2)] + coef(swe.fit2)[1])

lambda.males <- exp(coef(swe.fit2)[-c(1:2)] + coef(swe.fit2)[1]

+ coef(swe.fit2)[2])

where age62 is the reference category with β62 = 0 for both, so we can ignore it here.

◮ Now plot them in the same figure:

postscript("Class.Survival/Images/swe70.ps",width=7.2,height=5.2)

par(oma=c(1,1,1,1),mar=c(4,4,1,1),mfrow=c(2,1),col.axis="white",

col.lab="white",col.sub="white",col="white", bg="slategray",cex.lab=0.8)

plot(62:80,lambda.males,type="s",col="powderblue",xlab="Age",ylab="Hazard Rate")

lines(62:80,lambda.females,type="s",col="darkblue")

text(77,0.012,"Females",col="darkblue")

text(70,0.025,"Males",col="powderblue")
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Plotting the Hazard Functions

◮ We can also look at the occurrence/exposure rates for each group observed in the data:

rate.females <- swe07[1:20,2]/swe07[1:20,1]

rate.males <- swe07[21:40,2]/swe07[21:40,1]

plot(61:80,rate.males,type="s",col="powderblue",xlab="Age",ylab="Hazard Rate")

lines(61:80,rate.females,type="s",col="darkblue")

text(77,0.012,"Females",col="darkblue")

text(70,0.025,"Males",col="powderblue")

dev.off()
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Hazard Plots for swe70
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BSJ Example: Military Interventions

◮ The outcome variable is 0 for ongoing and 1 for terminated, in a given time period.

◮ This example highlights the use of a Cox model for discrete time.

◮ Explanatory variables:

⊲ Relative Capabilities: a ratio of the material capabilities from the intervenor to the the target,

as defined by the COW composite capabilities index. This ranges from 0 to 1.

⊲ Territorial Contiguity: coded 1 if the states are contiguous and 0 if they are not.

⊲ Intervenor Allied to Target: coded 1if the states are joined in any formal alliance or security

treaty and 0 if they are not.

⊲ Intervenor Democracy: based on the Polity IIId democracy index minus the Polity IIId

autocracy index to give a score from −10 to +10.

⊲ Target Democracy: same as above.
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BSJ Example: Military Interventions

◮ Explanatory variables:

⊲ Breakdown of Authority: coded 1 if the institutional authority patterns in the target state

have broken down and 0 if they are not.

⊲ Duration Dependency: (1) not used for the conditional logit model, (2) a lowess smoother

function of the baseline hazard (over time) for the logit model, and (3) the p parameter for

the Weibull model.

◮ BSJ return to this example multiple times.
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Lowess Smoother Example
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Running the Lowess Smoother

x <- seq(1,25,length=600)

y <- (2/(pi*x))^(0.5)*(1-cos(x)) + rnorm(100,0,1/10)

par(mar=c(3,3,2,2), bg="white")

plot(x,y,pch="+")

ols.object <- lm(y~x)

abline(ols.object,col="blue")

lo.object <- lowess(y~x,f=2/3)

lines(lo.object$x,lo.object$y,lwd=2,col="red")

lo.object <- lowess(y~x,f=1/5)

lines(lo.object$x,lo.object$y,lwd=2,col="purple")



Survival Models Class [35]

Motivation

◮ Sometimes we do not a priori have a specific model or parametric assumption in mind.

◮ Two typical uses: bivariate visualization and modeling.

◮ Two modeling purposes: general data exploration (a good thing), a commitment to reduce the

usual number of distributional assumptions (sometimes a good thing).

◮ So sometimes these tools are used as a precursor to full model specification in the traditional

parametric (especially Bayesian) sense.

◮ Also, sometimes this will suggest transformations of the data to convenient forms (sometimes

referred to as the “non-linear in the parameters” approach).

◮ Note: nothing is truly “nonparametric,” but this term is too ingrained to avoid.
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Smoothing, Goals

◮ A tool for summarizing the trend of an outcome variable as a function of explanatory variables

(often only one).

◮ Designed to be less variable than the data itself (hence “smooth”).

◮ How smooth do we want to be?

◮ For a nonlinear trend:

⊲ too much smoothing: variance ↓, and bias ↑,

⊲ too little smoothing: variance ↑, and bias ↓,

where bias in this context means missing curvilinear features.

◮ Linear regression is then infinitely smooth.

◮ Pointwise interpolation is then infinitely unsmooth (rough).
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Smoothing, Starting Vocabulary

◮ We smooth by adjusting data points vertically through weighting to be more “harmonious” with

their neighbors.

◮ The bivariate case is usually called scatterplot smoothing.

◮ The key smoothing decision is the determination of the size of the neighborhood around each

point.

◮ Larger neighborhoods lead to more smoothness since points further out are included in the weight-

ing.

◮ We then slide this neighborhood from left to right adjusting the point in the middle.

◮ The span is defined as the proportion of the total points included in the neighborhood:

ω =
2K + 1

n

so there are K points on either side of the point to be smoothed.

◮ One complication: the ends of the data.
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Illustrative Beginning Example

◮ To test memory retrieval Kail and Nippold (“Unconstrained Retrieval From Semantic Memory”,

1984, Child Development, 944-951) asked 8, 12, and 21 year olds to name as many animals and

pieces of furniture as possible in separate seven minute intervals.

◮ They find that this number increases across the tested age range but that the rate of retrieval

slows down as the period continues.

◮ In fact, the responses often came in “clusters” of related responses (“lion,” “tiger,” “cheetah,”

etc.), where the relation of time in seconds to cluster size is fitted to be

cs(t) = at3 + bt2 + ct + d,

where time is t, and the others are estimated parameters (which differ by topic, age group and

subject).

◮ There are strong theoretical reasons that b = −18a from the literature.

◮ The researchers were very interested in the inflection point of this function since it suggests a

change of cognitive process.
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Illustrative Beginning Example
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Illustrative Beginning Example

◮ We can specify hard-coded values of the parameters (below) by trial and error.

cs <- c(1.6,1.65,2.15,2.5,2.67,2.85,3.1,3.92,5.55)

seconds <- 2:10

cog <- function(a,c,d,t) a*t^3 + (-18*a)*t^2 + c*t + d

postscript("Class.Stat.Comp/cognitive2a.ps")

par(mfrow=c(1,1),mar=c(5,5,3,3),oma=c(6,6,6,6),col.axis="white",col.lab="white",

col.sub="white",col="white",bg="black")

plot(seconds,cs,pch=19,ylim=c(0,6),xlab="",ylab="")

cs.vals <- cog(a=0.04291667,c=4.75,d=-7.3,t=seconds)

# try a=0.0405,c=5.03,d=-6.36

lines(seconds,cs.vals,col="pink",lwd=3)

mtext(side=1,line=2.5,cex=1.5,"Time In Seconds")

mtext(side=2,line=2.5,cex=1.5,"Number of Animals")

dev.off()
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Nonlinear (Weighted) Least-Squares
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Illustrative Beginning Example

◮ We can also use the R function nls to estimate these by minimizing residuals:

cog.df <- data.frame(seconds=seconds,cs=cs)

cog.nls <- nls(cs ~ a*seconds^3 + (-18*a)*seconds^2 + c*seconds + d,

start=c(a=10,c=10,d=-10),trace=TRUE); summary(cog.nls)

Estimate Std. Error t value Pr(>|t|)

a 0.02013 0.01211 1.662 0.1476

c 2.35048 1.16637 2.015 0.0905

d -2.52056 1.79998 -1.400 0.2109

Residual standard error: 0.4572 on 6 degrees of freedom
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Illustrative Beginning Example

postscript("Class.Stat.Comp/cognitive2b.ps")

par(mfrow=c(1,1),mar=c(4,4,4,4),oma=c(3,3,3,3),col.axis="white",col.lab="white",

col.sub="white",col="white",bg="black")

plot(seconds,cs,pch=19,ylim=c(0,6),xlab="",ylab="")

lines(seconds,cs.vals,col="lightsteelblue4",lwd=3)

mtext(side=1,line=2.5,cex=1.5,"Time In Seconds")

mtext(side=2,line=2.5,cex=1.5,"Number of Animals")

cs.vals <- cog(a=summary(cog.nls)$parameters[1,1],

c=summary(cog.nls)$parameters[2,1],

d=summary(cog.nls)$parameters[3,1],

t=seconds)

lines(seconds,cs.vals,col="palevioletred3",lwd=3)

dev.off()
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Illustrative Beginning Example
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General Expression For Smoothers

◮ Now consider the general model:

yi = f (xi) + ǫi

where f () is an unspecified (for now) smooth, nonlinear function, and ǫ ∼ N (0, σ2).

◮ One choice of the function: Scatterplot Smoother:

f̂ (xi) =

n
∑

j=1

sijyj

sij = s(xi, xj), some weighting function,

xi, point to be smoothed (moved),

xj, all other points: 1, . . . , n

yj, all outcome variable values: 1, . . . n

◮ The key decision (as we’ll see) is the choice of sij through neighborhood treatment: large neigh-

borhoods or diffuse functions produce less variable and more smooth fits with greater bias, and

small neighborhoods or narrow functions produce more variable and less smooth fits with less bias.
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Lowess Smoother

◮ Lowess Smoother, Locally-weighted running line smoother (Cleveland 1979). Steps, for each point:

1. Denote k nearest neighbors of xi as N(xi). Based on distance, not symmetry.

2. Determine the furthest neighbor distance:

δ(xi) = max
N(xi)

|xi − x|, ∀x ∈ N(xi).

3. Calculate weights for each jth point in N(xi) using the tri-cube weighting function:

u = uij =
|xi − xj|

δ(xi)

w(uij) =

{

(1− u3)3 for 0 ≤ u ≤ 1

0 otherwise

4. Fit with a weighted running line smoother using these calculated weights:

f̂ (xi) = α̂N + β̂Nxi =

∑k
j=1w(uij)Yij
∑k

j=1w(uij)

Note: weights are all positive and decreasing with increasing distance. They also decrease with

increasing window width.
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Lowess Smoother

◮ For each data-point we are producing a neighborhood definition with weights and new Y points

from the fit:

∀xi,





x1, x2, . . . , xk
w1, w2, . . . , wk

ŷ1, ŷ2, . . . , ŷk





◮ Actually two “flavors” of Lowess available:

• λ = 1:

min

k
∑

j=1

w(uij)(yj − α− βxj)
2

• λ = 2:

min

k
∑

j=1

w(uij)(yj − α− βxj − γx2j)
2
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Lowess Smoother In R

x2 <- seq(5,12,length=40)

y2 <- (2/(pi*x2))^(0.5)*(1-cos(x2)) + rnorm(length(x2),0,1/10) + 0.1

postscript("Class.Stat.Comp/cognitive2j.ps")

par(mfrow=c(1,1),mar=c(2,2,2,2),oma=c(3,3,3,3),col.axis="white",col.lab="black",

col.sub="white",col="white",bg="black")

plot(x2,y2,pch=4,col="chartreuse1",lwd=2)



Survival Models Class [49]

Continued. . .

# Do a regressogram first

x2.cuts <- quantile(x2,seq(0,1,length=5))

y2.bins <- matrix(y2,ncol=4)

y2.means <- apply(y2.bins,2,mean)

for (i in 1:(length(x2.cuts)-1)) {

segments(x2.cuts[i],y2.means[i],x2.cuts[i+1],y2.means[i],

col="mediumslateblue",lwd=2)

segments(x2.cuts[i+1],y2.means[i],x2.cuts[i+1],y2.means[i+1],

col="mediumslateblue",lwd=2)

text((x2.cuts[i]+x2.cuts[i+1])/2,y2.means[i]+0.02,cex=1.2,

round(y2.means[i],3))

}

lines(lowess(x2,y2,f=0.4),col="lemonchiffon",lwd=2)

mtext(outer=TRUE,side=3,cex=1.5,line=0.25,"Bin Smoother and Loess, X2 vs. Y2")

dev.off()
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Lowess Smoother
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Lowess Smooth of Residuals from the Poisson Survival Model
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Weibull Survival

◮ The Weibull distribution is more flexible than the exponential or gamma, and therefore more useful

for modeling survival data.

◮ This extra flexibility is achieved with an additional parameter, λ, which serves as a positive scale

parameter.

◮ The hazard function is given by:

h(t) = λp(λt)p−1

where t, λ, p > 0.

◮ The baseline hazard for the Weibull can be monotonically increasing (p > 1), monotonically

decreasing (p < 1), or flat (p = 1, like the exponential) with respect to time.

◮ The density function is given by:

f (t) = λp(λt)p−1 exp(−(λt)p).

◮ The survivor function is simply:

S(t) = exp(−(λt)p).
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Weibull Survival

◮ The mean survival time (expected life) is:

E(t) =
Γ(1 + 1

p)

λ
.

◮ The percentiles of duration times are given by:

t(p’tile) = λ−1 log

(

100

100− p’tile

)
1

p

where t(p’tile) is the percentile of interest. So the median survival time is calculated by:

t(50) = λ−1 log

(

100

100− 50

)
1

p

= λ−1 log(2)
1

p .
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The Weibull Survival Model

◮ The parametric Weibull model is specified by linking the single parameter to a linear additive

structure.

◮ For the full sample:

log(T ) = Xβ + σǫ

where σ is a scale parameter applied to ǫ which is a residual vector who’s components are

distributed Type-I extreme value (Gumbel):

f (ǫ|µ, β) =
1

β
exp((ǫ− µ)/β) exp[− exp((ǫ− µ)/β)]

where µ is the location parameter and β is the scale parameter. The standard form of the

PDF with µ = 0 and β = 1 is f (ǫ) = exp(ǫ) exp(− exp(ǫ)), and the corresponding CDF is

F (ǫ) = exp(− exp(ǫ)).

◮ This model is sometimes called an accelerated failure time (AFT) model because the log function

on the LHS means that there is an exponential on the RHS around the linear additive component.
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The Weibull Survival Model
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The Weibull Survival Model

◮ The Weibull regression model can also be expressed differently as a proportional hazards model:

h(t|x) = h0t exp(x1β1 + · · · + xkβk)

where the baseline hazard is h0t = exp(β0)pt
p−1.

◮ More compactly, this is:

h(t|x) = ptp−1 exp(xβ)

where p is the Weibull shape parameter, and λ = exp(xβ) is the Weibull scale parameter.
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BSJ Example: Military Interventions
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BSJ Example: Military Interventions

◮ Models: (1) Cox with exact discrete approximation, (2) logit model, and (3) Weibull parametric

model.

◮ Notice that the scale of the Duration Dependency coefficient is quite large in the logit model. This

is because the individual estimates in any give time period are small (events are unlikely).

◮ The BSJ point here is that the discrete time formulation of the Cox model can be produce estimates

of a continuous time process, and produce estimates that are similar to parametric forms.

◮ They use this finding to argue the superiority of the Cox model generally.
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Assignment

1. Do a log rank test with your data.

2. Test for an interaction with a likelihood ratio test.

3. Run a Cox PH regression model for the oldmort data:

(a) Pick a mix of explanatory variables that leads to a well-fitting model.

(b) Test it with a LRT for each submodel.

(c) Specify an interaction effect that makes sense.


